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Abstract
Evolutionary Algorithms (EAs) apply the basic forces of biological evolution (differential
fitness, inherited traits with variation, and natural selection) to discover novel solutions to
computational problems. As EAs are applied to more complex problems, it is necessary
to incorporate more complex dynamics of natural evolution, such as sophisticated
cooperation among individuals in order to solve a problem as a group. Biological
organisms display many forms of cooperation, and an open question is what
environmental conditions led to the sophisticated and complex mechanisms of
cooperation that are seen in higher-order organisms today. We investigate in particular
the role that communication plays in facilitating advanced cooperation, as it seems some
form of communication has evolved in most complex biological organisms that cooperate
using complex strategies such as tit-for-tat, as opposed to more straightforward manners
such as kin selection and multi-cellularity. The evolution of communication in the
natural world implies a strong benefit to the communicating organisms as evolving that
level of complexity is inherently costly and any form of communication can betray an
individual to its predators or competitors as well as convey information to its allies. The
question we research is when communication becomes worthwhile in an environment,
with the hypothesis that simpler forms of cooperation will prevail until a problem
becomes complex enough to make the benefits of evolving communication worth the
cost.

1

Introduction

Evolutionary computation (EC) involves applying evolutionary processes such as random
mutation and differential selection to populations of computational "genomes", each of
which encodes an algorithm that attempts to solve some problem. The great promise of
EC is to provide a true "black box" problem solver; given a well-defined problem, EC
will spit out an optimal solution. EC has shown promise as a generic problem-solver, but
its success quickly tapers off as the problems attempted increase in complexity. This
limited success is at least in part due to the fact that most EC systems model only the
basic processes of natural evolution; namely those that apply to individual organisms in a
simple generic environment, irrespective of the complex interactions that occur between
organisms and their environment, or organisms and other organisms. In order to solve
more complex problems, evolutionary computation itself must evolve to incorporate
more complex dynamics of natural evolution, including interaction between evolving
agents. In particular we propose that if we can evolve a population of cooperative agents
who work together to solve a task, that population as a whole can solve significantly
more difficult problems than any evolved individual.
There are many steps along the way to evolving a population of agents who cooperatively
complete a task, and this study explores one specific issue we have come across. The
question this research addresses is whether the ability to communicate is essential to
effective cooperation. Previous work has found that simple enforced population
subdivision during evolution is sufficient to cause specialization into fixed roles that
allow a group of individuals unaware of each other to complete complex tasks requiring
some coordination.

1.1 Background
Specifically a paper published by Chern Yong and Risto Miikkulainen from The
University of Texas [1] explored a task involving three neural network--controlled
predators attempting to capture a prey in a square toroid environment (think Asteroids).
The prey was coded to run directly away from the closest predator, making capture by
one predator impossible and thus requiring some form of cooperation between the
predators in order to actually capture the prey.
The authors tested three variations of predators, one in which they only knew the location
of the prey (noncommunicating), one in which they also could locate each other
(communicating), and one in which they were all controlled by one network (centrally
controlled). The three types of networks are shown in figure 1. For the first 2 predator
types, three separate populations of neural networks were evolved; each predator's
network evolved in a population completely isolated from the other two predators except
in the step of fitness evaluation. For the centrally controlled experiments, just one
population was used.

Figure 1: Three types of neural networks used in original experiments. In the noncommunicating predator setup the only inputs for each predator’s network were the x
and y offsets of the prey and the outputs controlled the individual predator’s
movement. In the communicating predator setup each predator had the same inputs
for the prey plus four more inputs of the x and y offsets of each of the other two
predators. The outputs again controlled that individual predator’s movement. In the
central controller setup just one neural network controlled all three predators; its
inputs were the actual position of the prey and each of the three predators, and its
outputs controlled the movement of all three predators.

For all 3 experiment types, the neural networks themselves were evolved using the ESP
(Enforced Subpopulations) method [2], where a separate population evolves each of the
neurons that make up the final neural network. To evaluate fitness one network was
chosen from each isolated population and the three resulting predators were placed
together in a simulated environment with one prey. All three predators received the same
fitness that was based on how close any one of the three came to catching the prey (figure
2).
Young and Miikkulainen's results showed that the non-communicating predators evolved
more quickly and performed better than either other type of predator. This is because
simple, effective fixed-role strategies are quickly found that allow the predators to
consistently catch the prey, and so the ability to communicate is simply an extra burden
in that it drastically increases the total problem space that must be searched.

Figure 2: Shows the setup of the original experiments for types 1 and 2. Each of the
three predators is evolved in a separate population, and each neuron of the predator
neural networks are themselves involed in separate populations then combined to
make the network controlling a single predator. In order to test the predators’ fitness,
one neural network is chosen from each predator population, then the set of 3 is tested
given 9 different starting positions of the prey. The red dots represent the predators
and the green dot represents the prey. Fitness is determined by how close the predators
come to the prey on average, with equal fitness awarded to each predator at the end of
the simulation.

1.2

Extension

In our extension of this work, we first replicate the results from the original paper and
then continue the experiment in more complex environments in which the prey uses more
intelligent strategies. It seems clear from our experience of natural evolution that many

simple organisms cooperate using a fixed-role strategy similar to the non-communicating
predators in this experiment, but that as environments become more complex, more
sophisticated forms of cooperation also evolve, largely using mechanisms of
communication [3]. Almost every relatively complex organism that lives in any sort of
group environment in nature displays some form of communication, from communication
through sound in mammals to communication through pheromone trails in ants. The
question we address is what level of environmental complexity is required for
communication to become useful enough to individuals trying to cooperate to overcome
the increase in problem search space it causes. We also analyze the specific strategies
and structure of predator neural networks that evolve in the communicating and noncommunicating experimental environments.

2

Experiments and Results

2.1

Methods

Our experimental setup consists of a simulation of three predators and one prey that move
around on a toroidal world. The size of the toroidal world is 100 by 100, and every
organism has a circular shape with its radius equal to 1. The prey is considered “caught”
when any one of the predators comes within a distance of 1 unit to the prey. A neural
network controls each predator’s movement. We used the original C++ version of the
NeuroEvolution of Augmenting Topologies (NEAT) [4] to evolve the networks. Three
separate populations of 250 neural networks each were evolved, one population for each
predator. In every generation, every neural network from each population was chosen and
grouped with one neural network from each of the other two populations to test them as a
single unit against the prey. The prey starts at a random position in the toroidal map, the 3
predators start in the same position every time, clustered together in a corner of the
world. Fitness values are calculated as follows
When the prey is caught:
200 - (Average distance between the prey and each predator)
• When the prey is not caught:
(Average initial predator-prey distance) – (Average final predator-prey distance)
All three predators in a given simulation receive the same fitness.
•

Each neural network was tested 10 times and an average of the 10 fitness values was
recorded as the final fitness value. Finally, neural networks with the best final fitness
value were selected from each of the three populations and evaluated by a benchmark test
to determine the performance of the generation. The benchmark test evaluates predators
controlled by the best neural networks 9 times using 9 fixed different prey starting
locations. This results in the best neural networks being carried on to the next generation.
All of our experiments evolved the predators for 500 total generations.

We also programmed the prey so that it gets incrementally more difficult for the predators
to catch it. There are 6 different difficulty levels. Through level 1 to level 4, the prey runs
directly away from the closest predator at different speeds (25%, 50%, 75%, 100% of the
movement speed of the predators). The prey at level 5 moves as fast as the predators and
takes into account the locations of the two closest predators by actively avoiding them. At
level 6, the prey actively avoids all three predators. During an experimental run, the prey
starts at level 0, but progresses up one level each time the best combination of predators
in a given generation catches the prey in at least 6 of the 9 benchmark tests.
We evolved predators in two different conditions, one where the predators
“communicated” with each other by sharing their current locations, and one where each
predator was unaware of the existence of the other 2, though all 3 predators in a single
simulation still received the same fitness. For non-communicating predators, a neural
network only has 2 inputs; its x and y offset to the prey (Figure 3). On the other hand,
communicating predators have 6 inputs; its x and y offset to the prey, and its x and y
offsets to the other predators on the field (Figure 4). In both experimental settings, each
neural network had the same outputs, which are North, South, East, and West vectors as
well as the speed at which the predator travels. That information was combined to
determine the movement of the predator.

Figure 3: a sample neural network for a non-communicating predator.

Figure 4: a sample neural network for a communicating predator.

2.2

Outcomes

We performed 30 replicate runs with different random number seeds for each of the two
treatments, communicating and non-communicating predators. Figures 5 and 6 show that
the non-communicating predators reached level 6 significantly faster than the
communicating predators (P=0.0001<0.001, df=58). Despite this remarkable difference
in the initial speed of evolution, the dominance of the non-communicating treatment
diminishes as the prey becomes more difficult to catch. After 500 generations only one
non-communicating run and two communicating runs successfully completed 7 out of 9
benchmark tests at level 6.
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Figure 5: Development of the strategies
of the non-communicating predators
with respect to the number of
generations completed. Score was
calculated as follows:
Score = (# of benchmark solved) +
(prey difficulty level*9)
The Average number of generations it
took for non-communicating predators
to reach level 6 was 37.466.
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Figure 6: Development of the strategies
of the communicating predators with
respect to the number of generations
completed. Score was calculated as
follows:
Score = (# of benchmark solved) +
(prey difficulty level*9)
The Average number of generations it
took for non-communicating predators
to reach level 6 was 172.067.

In order to better understand the strategies the predators used to catch the prey, we
watched video replays of the best benchmark tests, and used a visualization tool to
analyze the neural networks themselves. One strategy that was frequently observed for
both non-communicating and communicating predators was as follows: One of three
predators tries to match its x or y coordinate (sometimes even diagonally) with the prey,
to stabilize the movement of the prey in that direction. Simultaneously, the other two
other predators sandwich the prey bilaterally from the other direction.

For communicating predators, we also found that some of the predators chose not to use
the positional information of the prey and instead it chose to depend on the locations of
the two other predators to determine where it is supposed to position itself. This is often
seen in two predators that have the role to bilaterally approach the prey. One of bilaterally
approaching predators reflects the movement of the other predator in order to close in on
the prey (Figure 7).

Figure 7: the neural network of one of the predators evolved in the communicating
treatment at generation 473. The top 6 nodes are the neural network inputs, and the
bottom 5 are the outputs. A solid line connecting an input and output indicates a
directly correlated effect of the input on the output. A dashed line indicates an
inhibitory effect. In both cases the width of the line shows the magnitude of the
effect. The red and green circles indicate the inputs corresponding to the positional
information of the prey. This predator is clearly ignoring that information
completely as shown by the lack of lines to any output.	
  	
  

2.3

Conclusions and Future Work

Our goal was to find an increased level of complexity for the environment that would
make the gain from predators being able to communicate outweigh the cost of the bigger
search space caused by the extra input nodes. By observation we have found that a certain
measure of cooperation between the predators was advantageous to consistently perform
a successful number of captures in the benchmark test, particularly at a high level of prey
behavior complexity. However we wish to obtain more conclusive results by increasing
the complexity of the environment to a point where communication is required to
successfully catch the prey at all. So far we have increased complexity by making the
prey more intelligent, but next we wish to try other methods of making the environment
more realistic, such as adding obstacles the predators must navigate around. The ultimate
goal is to actually evolve physical robots as the predators and prey in the real world,
where the environment would be significantly more complex than these simple
simulations.
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